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CHRIS: Clothed Human Reconstruction with Side
View Consistency
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Abstract—Creating a realistic clothed human from a single-
view RGB image is crucial for applications like mixed reality and
filmmaking. Despite some progress in recent years, mainstream
methods often fail to fully utilize side-view information, as the
input single-view image contains front-view information only.
This leads to globally unrealistic topology and local surface in-
consistency in side views. To address these, we introduce Clothed
Human Reconstruction with Side View Consistency, namely
CHRIS, which consists of 1) A Side-View Normal Discriminator
that enhances global visual reasonability by distinguishing the
generated side-view normals from the ground truth ones; 2) A
Multi-to-One Gradient Computation (M20) that ensures local
surface consistency. M2O calculates the gradient of a sampling
point by integrating the gradients of the nearby points, effectively
acting as a smooth operation. Experimental results demonstrate
that CHRIS achieves state-of-the-art performance on public
benchmarks and outperforms the prior work.

Index Terms—Monocular 3D Human Reconstruction, Implicit
Function, Parametric Human Body Model

I. INTRODUCTION

Creating realistic digital humans with intricate clothing
details plays a pivotal role in the field of mixed reality [[1] and
filmmaking [2]. Conventional methods usually require substan-
tial human resources and expensive specialized equipment to
customize high-fidelity 3D digital avatars [3]-[5]] from multi-
view images. These manners are cost-ineffective and labor-
intensive.

To simplify the reconstruction process while maintaining
quality, recent approaches [[6]—[12] extract 3D data from RGB
images of clothed human, eliminating the need for costly
scanning equipment and making it easier for individuals to
create personalized avatars. According to whether involving
an implicit function to represent a 3D human model, existing
methods can be divided into the following two main categories.

Explicit-Shape-Based methods [6], [[13]] use parametric hu-
man body models like SMPL [14] and SMPL-X [15] to
represent shape and pose of a naked body and then incorpo-
rate clothing via 3D offsets or adjustable garment templates.
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Fig. 1. Comparisons with recent advances in in-the-wild images, our
CHRIS achieves more accurate and visually reasonable reconstruction of
challenging poses and diverse clothes. Zoom in for more details.

However, they struggle with complex surfaces like skirts and
dresses due to the limitations of parametric models.

Implicit-Function-Based methods use a deep implicit func-
tion only [7], [[8] or combine the parametric models with
implicit functions [10], [16], [[17] to enhance reconstruction. A
common manner of these methods is that they sample points
in 3D space, and feed the 2D/3D features related to the points
to the implicit function to infer geometry. Although implicit-
function-based methods are effective in handling clothed hu-



mans in various scenarios, they do not fully address the prob-
lem of global visually reasonable and local surface-consistent
reconstruction in the side view.

Specifically, PIFu [7] aligns 2D pixels of the given front-
view image with the global 3D human context. ICON [11]] uses
the front view image to infer SMPL-X, obtaining local 3D fea-
tures from SMPL-X, and uses a deep implicit function to infer
geometry. HiLo [16] extract high-frequency and low-frequency
information from SMPL-X to recover geometry details and
improve reconstruction robustness. Recently, SIFU [17] use
SMPL-X to render side-view normal maps, but these maps
represent the naked body rather than the clothed human.
These methods produce high-quality geometry in the front
and back views. However, due to the underutilization of side
view information of clothed humans, from Fig.[I] they usually
achieve global artifacts such as wrong thickness, and local
artifacts like stitches, and broken topology in the side views.

Given the limited supervision of side-view information, it is
essential to regularize the side views of the clothed human on
both global and local scales to ensure a visually reasonable
and surface-consistent outcome. The global scale regulariza-
tion focuses on making the full-body side-view geometry
visually reasonable, even without corresponding ground truth
side-view information of clothed humans. Moreover, to address
the local inconsistency that leads to unnatural artifacts, we
seek to impose a local scale regularization to achieve surface
consistency on the local scale.

To achieve this, we propose a human reconstruction
paradigm that promotes both global and local side-view con-
sistency. At the global scale, we first render side-view normal
maps from the reconstructed mesh. To enhance the quality of
side-view geometry, we introduce a Side-View Normal Dis-
criminator that distinguishes the rendered maps from ground
truth normal maps. Additionally, to improve local surface con-
sistency, we design a multi-to-one gradient computation along
with a coarse-to-fine strategy. By integrating the gradients
of nearby points around a sampling point, we smooth local
irregularities and ensure a consistent surface.

We qualitatively and quantitatively evaluate our method on
in-the-wild images from the internet, THuman2.0, and CAPE
datasets. Experimental results verify our superiority over pre-
vious approaches, especially in: 1) global visual plausibility in
the side view (see Fig. ). 2) the local surface consistency (see
Fig. 5). Our CHRIS outperforms the state-of-the-art methods
in terms of Chamfer and P2S metrics. 3) Our reconstructed
humans are animatable.

Our contributions: 1) We find that the underutilization
of side-view regularization in existing methods often leads
to global and local artifacts, especially in side views. To
address this, we introduce a side-view consistent paradigm
that regularizes side-view geometry at both global and local
scales. 2) To regularize global side-view geometry, we in-
troduce a Side-View Normal Discriminator that distinguishes
rendered side-view normal maps from ground truth normal
maps. Experimental results show that our approach recon-
structs a visually reasonable clothed human. 3) To regularize

local side-view geometry, we introduce a multi-to-one gradient
computation strategy. By integrating gradients from nearby
points, this approach smooths out local irregularities, resulting
in a consistent surface. Empirically, we find that this method
alleviates local artifacts such as stitches and jagged edges.

II. PRELIMINARIES

SMPL and SMPL-X. The Skinned Multi-Person Linear
model (SMPL) [14]] is a skinned vertex-based model that
accurately represents a wide variety of body shapes with
different human poses. Its body mesh M is defined as follows:

M(B,0) : RIOXIBL oy RN (1)

Here, 3 is a vector of shape parameters, 6 is a vector of pose
parameters, and N = 6890 denotes the number of vertices.
SMPL-X [15]] is an extended version of SMPL that includes
fully articulated hands and an expressive face.

Implicit Function is widely used in modeling complex topol-
ogy. We employ an implicit function ¢ to estimate a Signed
Distance Function (SDF) [18]], which represents the distance
of the reconstructed clothed human surface. Following [16],
given a set of sampling points P, the pipeline of our CHRIS
follows the equation to obtain the reconstructed SDF S(p) :

CHRIS : ¢(Fog(p), Fu(p), M3P () = S(p)  (2)

where Fyqr(p) is the signed distance, F,,(p) is the concatena-
tion of estimated SMPL surface normal . (p) and the normal
vector F<(p), and M2P(p) is the voxelized feature.

III. CLOTHED HUMAN RECONSTRUCTION WITH
SIDE-VIEW CONSISTENCY

We aim to reconstruct detailed 3D clothed avatars from
single-view RGB images Z. Recent advances [10], [[16], [17]
tend to use parametric model M such as SMPL-X [15] to
provide semantic regularization and use implicit function to
infer the geometry of clothed avatars. We observe that these
manners fail to fully regularize the side view, leading to
inferior side view reconstruction results.

To address this, our key idea is to regularize side-view
geometry both on the global and local scale. As shown in
Fig. 2] our proposed CHRIS contains two key components: 1)
A Side-View Normal Discriminator that penalizes our implicit
function if the generated side-view normal maps disagree with
the real one; 2) A multi-to-one gradient computation (M20)
strategy that ensures a locally consistent geometry. M20
calculates the gradient of each sample point by integrating
the gradients of its nearby points.

Finally, we use the implicit function to obtain SDF S by
querying points P and leverage the Marching Cubes [19] to
obtain the 3D mesh of the clothed avatar Mocc from S.

A. Side-view Normal Discriminator

Recent advances usually fail to fully leverage side-view
information of clothed humans, leading to inferior results
(see Fig. [I). The input single image usually provides texture
information about the front view, i.e., the 0° angle that directly
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Fig. 2. Overview of our CHRIS. Conditioned on a single-view image Z and the corresponding SMPL-X M, we sample 3D points P, obtaining their features
regarding the geometry of the 3D clothed human. Then, we obtain the SDF & and the corresponding four-view normal maps N¢ w.rt. the clothed human from

T. To improve the global side-view geometry, we introduce a Side-View Normal Discriminator D that distinguishes between Ne side

{Nleft’ Mght} and

ground truth N'¢. Moreover, to enhance local surface consistency, we employ a Multi-to-one Gradient Computation combined with a coarse-to-fine strategy.
By integrating the gradients of nearby points around p, we smooth out local irregularities, leading to consistent surface reconstruction M .. From subfigure
(a), we sample two additional points along each axis (X, y, and z) of the canonical 3D coordinate system around a single point p;, with a step size €. The
value of e decreases as training proceeds. Additionally, we can substitute the hands with SMPL-X models and map textures to mesh for enhanced visuals.

faces the camera, and the back view outline. We can leverage
the outline of the front and the back view of the human body to
constrain the silhouette of the reconstructed 3D human. How-
ever, the image provides limited texture and shape information
regarding the side view. Recent methods [16], use the
SMPL-X model to provide the coarse side-view information of
the naked body. However, this information lacks the necessary
details on cloth and hair to regularize the human, resulting in
global unreasonable geometries such as broken geometry. To
address this, our key idea is to enhance the 3D reconstruction
network using our designed discriminator that distinguishes
between real and generated side-view normal maps.
Side-view Normal Maps Rendering. To obtain fake side-
view normal maps to constrain the training of our CHRIS, we
render reconstructed clothed human mesh MOCC from two side
views (i.e., 90°, 270°), resulting in N, = {Nlcft,nght}
In our paper, we consider the camera viewpoint of the input
image as the front view, i.e., with degree 0°. Additionally,
for real normal maps N°¢, we follow ICON to obtain the
front and back normal maps using the given single-view image
and a pretrained normal prediction model. Note that we use
intermediate data during the training process to obtain the real
normal maps, so no additional cost is introduced. Moreover,
Ascide and NV¢ do not necessarily come from the same indi-
vidual, allowing us to expand more possible combinations to
benefit the training process. We then introduce a discriminator
to distinguish the real and fake normal maps.
Patch-based Discriminator. It is essential to model high-
frequency information to constrain our CHRIS to generate
3D clothed humans with realistic geometry. The reason is

that high-frequency normal maps not only contain reasonable
geometry shapes but also include details like cloth wrinkles.
To achieve this, we employ a patch-based discriminator
D that penalizes normal maps at the patch scale. Specifically,
we evenly split our normal maps N°¢ and stde into 3 x 3
patches and classify each patch in an image as either fake or
real. We then average all responses for the final output of D.
Adversarial Loss. Following the adversarial learning

paradigm of GAN [21]], we compute the adversarial loss via:
0) + Limse (DN, 1). 3)

B. Multi-to-one Gradient Computation

ED - ['mse(D( V i’ )a

side

Insufficient supervision from a single-view image results
in a lack of local inconsistency, e.g., stitching and jagged
edges in side views (see Fig. [I). To address this issue, we
introduce a multi-to-one gradient computation that achieves
a balance between smoothness and detailed reconstruction.
The Locality Issue of Eikonal constraint. Existing 3D
reconstruction methods often achieve surface reconstruction
by predicting the SDF of sampling points. Gropp et al. [22]
employ the Eikonal Constraint to ensure ¢(P) from a point
with coordinate p; = (x;, yi, 2;) is a valid SDF using equation
La(VO(P)) = = 5N (IVo(pi)|2 — 1)°, where N is the
number of sampled points. Moreover, if one wants to further
encourage the smoothness of the reconstructed surface, a solu-
tion is to constrain the second-order Eikonal gradient, namely
the curvature loss: Loy (VZ(P)) = %Zfil | V20 (pi)|.
While the first-order and second-order Eikonal constraints
are effective, the derivative V¢(p;) and V2¢(p;) are local,
i.e., the SDF of nearby points will be significantly different.



TABLE I
COMPARISON EXPERIMENTS AND ABLATION STUDIES ON SEEN
(i.e., TRAINING AND TEST ON THE SAME DATASET) AND UNSEEN
(i.e., TRAINING ON THUMAN2.0 AND TEST ON CAPE) SETTINGS. THE ”-”
DENOTES THAT THE METHODS ONLY RELEASE CODE FOR INFERENCE.

Dataset CAPE-FP CAPE-NFP THuman2.0
Methods Chamfer (]) P2S (]) Normals () | Chamfer P2S  Normals | Chamfer P2S  Normals
PIFu |7 2.1000 2.0930 0. 29730 29400 O0.I110 | 2.6880 2.5730 0.0970
PIFuHD |8 2.3020 2.3350 3.7040 3.5170 0.1230 | 2.4613 23605 0.0924
PaMIR |9 1.2250 1.2060 1.4130 1.3210 0.0630 | 1.4388 1.5613 0.1071
ICON [10 0.7475 0.7488 0.8656 0.8639 0.0545 | 1.1431 1.3020 0.0923
ECON |[T1 0.9651 0.9175
D-IF |12 0.8038 0.7766
HiLo |16 0.7392 0.7299
SIFU |17 0.7949 0.7624
CHRIS (Ours) 0.7076 0.6904
CHRIS, /o 4is | 07275 07127
CHRISy /6 m20 0.7209 0.6949

0.0900
0.0550
0.0508
0.0412
0.0546
0.0498
0.0489
0.0426
0.0444
0.0467

0.9983
0.9877
0.8620
0.9170
0.8428
0.8518
0.8793

0.9694
0.9491
0.8621
0.8821
0.8270
0.8455
0.8564

0.0415
0.0611
0.0541
0.0530
0.0472
0.0486
0.0516

0.0830
0.0780

1.0864
1.0380

1.0305
0.9567

0.0664
0.0723
0.0749

0.9814
1.0183
1.0587

0.9159
0.9414
1.0148

For reconstruction, when sampling multiple nearby points, we
expect these points to produce coherent SDF without abrupt
transitions, thereby ensuring a locally smooth surface.
Multi-to-one Gradient Computation. To overcome the lo-
cality issue of Eikonal constraint, we use Multi-to-one (M20)
gradients computation [23]] that modifies V¢ (p;) and VZé(p;)
t0 Vzy.(p;) and V2¢myz(pi). Intuitively, to ensure the local
smoothness of the reconstructed surface, we aim to minimize
significant fluctuations in the gradients of nearby points.

To achieve this, unlike existing methods that only back-
propagate the gradient of a single point p;, we sample two
additional points along each axis of the canonical coordinates
around p; in a step size €. The gradients of the additional
points are integrated into the sampling points for backpropa-
gation. From Fig. [2] (a), the z-component is

Veop) = LRl oime) g

Viqs(pl) _ ¢(pi+62)+¢(§i_ez) _Q(b(pi) (5)
where €, = [0,0,¢]. Six additional samples is used for the
surface normal computation for each sampling point.
Coarse-to-fine Sampling. Reconstructing a high-quality 3D
human requires balancing local surface smoothness and local
details. To prevent the multi-to-one optimization from over-
smoothing, we introduce coarse-to-fine sampling. Specifically,
we exponentially decrease the scale of the step size € as the
training epoch n proceeds. The coarse-to-fine procedure fol-
lows the equation: €, = €y (1/2)™, where g = 1/max(h, w)
is the initial value, by setting this value we ensure the smooth
range. h and w are the height and width of our rendered image.
From Fig. [2] during the early phase of the training such as
epochs 0 and 1, ¢, is relatively large. The gradients of nearby
points around the sampling point are integrated using Eqn. (4)
and Eqn. (5), which ensures the surface is smooth at a rela-
tively large range. In the later phases of training, as €,, becomes
smaller, the gradient of a sampling point closely approximates
its original gradient. This manner allows our CHRIS to capture
high-frequency information about each point, thereby focusing
on reconstructing finer geometric details.

C. Optimization

The total loss is defined as the weighted sum of the losses:
L :»Ca + wd»CD + we»ceik + wc»ccurv (6)

where £, = L5e(S ,S‘) aligns the ground truth SDF S and
the predicted one S. wq, we, and w, are hyper-parameters
to balance different losses. All network parameters, including
MLPs and Discriminator, are trained jointly.

IV. EXPERIMENT

Datasets: We conduct experiments on two open-source
datasets, i.e., THUman2.0 [24] and CAPE [25[], which both
contain various humans with different poses and diverse
clothes. We train our model on the THuman2.0 dataset
and test it on both datasets to further analyze our model’s
generalization to complex body poses. Specifically, follow-
ing ICON [10]], the CAPE dataset is divided into the
”CAPE-FP” and "CAPE-NFP” sets, which have “’fashion” and
“non-fashion” poses, respectively. Moreover, to evaluate our
CHRIS on in-the-wild images, we follow ICON to collect 200
diverse images from Pinteresﬂ The images contain humans
performing dramatic movements or wearing diverse clothes.
Metrics: We evaluate CHRIS and baselines in terms of three
metrics. Chamfer distance and P2S distance measure recon-
structed meshes with ground truth. Normal error measures
normal images from both meshes.

Baselines: We compare our proposed CHRIS with mainstream
state-of-the-art methods, including PIFu [7], PIFuHD [§],
PaMIR [9]], ICON [10], ECON [11], D-IF [12], HiLo [16]
and SIFU [17].

For ablation studies, we construct two variants of our
CHRIS: 1) CHRIS, /s 4is is constructed by removing
our Side-View Normal Discriminator; 2) CHRIS,, /o m2o 18
constructed by removing our Multi-to-one gradient computa-
tion.

Implementation details: We implement our approach using

PyTorch [26] and train our networks with RMSprop
optimizer. For a fair comparison, we follow all common

hyper-parameter settings the same as ICON [10].

A. Comparison Experiments

Quantitative results. We evaluate our CHRIS in Tab. [ un-
der two settings. 1) Settingl: Following the setting of the pre-
vious methods, we train and test on the THuman2.0 datasets.
2) Setting2: To further evaluate the generalization ability of our
CHRIS on unseen datasets, we train on THuman2.0 and test
on CAPE dataset. To ensure a fair and reasonable comparison,
all methods use the pretrained normal map prediction model
to obtain normal maps instead of using the ground truth ones.
Our CHRIS achieves the best results across diverse scenarios
due to the side-view consistent paradigm.

Visualization Results. We compare our CHRIS with baselines
on in-the-wild images in Fig. |I} The results show that our
CHRIS is able to reconstruct 3D clothed avatars with more

Uhttps://www.pinterest.com/



Fig. 3. Visualization results of 3D clothed avatar reconstruction with our CHRIS from in-the-wild images, which present various clothing and challenging
poses. We show the front (blue) and side (red) views. Zoom in for more details.
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Fig. 4. Reconstruction results on CAPE dataset with or without our Side-
View Normal Discriminator. All the images are side normal maps relative
to the input image. Side-View Normal Discriminator can greatly enhance the
geometry topology in the side view. The non-human parts are removed and
the contours are more reasonable.

Fig. 5. Reconstruction results on CAPE dataset with or without our Multi-to-
one Gradient Computation. The results show that our Multi-to-one Gradient
Computation can effectively eliminate the jagged surfaces and produce more
consistent and more realistic geometry.

realistic details. Although ECON obtains detailed fingers by
replacing the hand of the SMPL-X model, there exists mis-
alignment on the connection wrist when the corresponding
SMPL-X is inaccurate. We put more visualization results of
our CHRIS on in-the-wild images in Fig. [3| The results show

the effectiveness and generalization ability of our CHRIS in
recovering complex scenarios (loose clothing and challenging
poses) and detailed geometry (such as hairs and wrinkles).

B. Ablation Studies

How does Side-View Normal Discriminator improve the

body topology of the reconstructed avatar? As shown in
Fig. 4 and Tab. [l our Side-View Normal Discriminator re-
moves the non-human shape and boosts reconstruction perfor-
mance. The reason is that our Side-View Normal Discriminator
emphasizes the rationality of the lateral normal maps in the
training process, forcing the generation of geometric structures
closer to the real situation.
How does Multi-to-one Gradient Computation (M20) im-
prove geometry consistency? We quantitatively demonstrate
the necessity of M20O in Tab. [I] The results demonstrate that
CHRIS,, /o m2o achieves inferior performance than CHRIS.
Furthermore, Fig. [5] demonstrates that M20O leads to more
consistent reconstruction, resulting in more realistic surfaces.
From the results, we observe that incorporating our M20 helps
in capturing consistent geometry.

TABLE II
EVALUATION OF CONTRIBUTIONS OF EACH COMPONENT IN OUR MODEL
ON THE CAPE-NFP DATASET.

Dataset | CAPE-NFP
Methods ‘ Chamfer () P2S (/) Normals (])
A - Different Discriminator settings
BCE Loss 0.9568 0.9416 0.0689
Vanilla GAN 0.9940 0.9725 0.0701

B - Different Normal Map Number

4 Normal Maps | 0.9580 0.9228 0.0576
C - Different Sampling Step

w/o C2F Sampling[  1.0210 0.9942 0.0561

CHRIS (Ours) | 0.8428 0.8270 0.0472

C. More discussion

How does our Discriminator work? We analyze the back-
bone and loss function of our Side-View Normal Discrimina-
tor. As shown in Tab[ll] since the vanilla GAN [27] discrim-
inator fails to fully exploit the high-frequency information in
normal maps, it achieves inferior performance. In contrast,



our patch-based backbone is better suited for extracting high-
frequency information. Furthermore, the MSE loss outper-
forms the BCE loss in producing superior results. Based on
the analysis, we select the patch-based backbone and MSE
loss for our Side-View Normal Discriminator.

How does the number of normal maps affect CHRIS?
We explore utilizing our discriminator to differentiate between
the four normal map views (i.e., front, back, left, and right).
However, as shown in Tab. incorporating all four views
degrades performance. The primary reason is that the input im-
age already provides sufficient front texture and back contour.
Additional information from the normal maps may disrupt the
training process, leading to suboptimal results. Based on this,
we use the two side-view normal maps for the discriminator.
How does the coarse-to-fine sampling affect the recon-
structed human? The step size € of M20O controls the range
of points for integrating gradients. A larger e ensures the
surface is smooth at a larger scale, while a smaller e affects
a smaller region and encourages geometry to be detailed.
We propose a coarse-to-fine sampling to achieve a balance
between smoothness and details. From Tab. [I, our M2O using
coarse-to-fine € outperforms M2O using fixed e.

V. CONCLUSION

We introduce CHRIS, a novel method for reconstructing
high-quality 3D meshes of clothed humans with realistic and
accurate surfaces, especially in side views. Our approach em-
ploys a patch-based normal discriminator to refine side-view
geometry, enhancing the global human topology in side views.
Moreover, we propose a multi-to-one gradient computation
that integrates gradients of nearby points for a sampled point,
ensuring local surface consistency. CHRIS outperforms exist-
ing methods in both quantitative and qualitative evaluations,
demonstrating exceptional capability in handling diverse poses
and clothing, making it ideal for applications like animation.
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